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Extended and Embedded Cognition: Reining in the Radical Theses

Robert Rupert, University of Colorado, Boulder, 3/26/06

When we attempt to model human intelligence as it operates in the everyday world, it seems obvious that we should attend to the subject’s interaction with her surrounding environment.  For there is no doubt that human cognitive processing exploits structures and objects present in the environment: a patio chair can help one to see over a wall; sticky notes can remind one of the day’s important tasks.  However mundane these observations might seem, they—and others in their vicinity—ground a number of revolutionary claims about the philosophical foundations of cognitive science.  I shall discuss two such theses today: the Hypothesis of Extended Cognition (or HEC) and the Hypothesis of Embedded Cognition (which I shall call by the inelegant acronym, ‘HEMC’).

     According to HEC (Clark and Chalmers, 1998), human cognitive processing literally extends beyond the boundary of the organism, and human cognitive states literally comprise elements in that external environment.  External media, for example, hard-drives or shopping lists, play a role in human thought processes that is no less cognitive than the role played by internal structures such as assemblies of neurons.  To the extent that this cognitive activity constitutes or is encompassed by the human mind, the latter—i.e., the human mind itself—is spatially extended beyond the boundary of the organism.

     Now consider HEMC (Ballard et al., 1997; Clark, 1995; McClamrock, 1995).  On this view, the human mind does not extend beyond the boundary of the organism, but human cognitive processing depends in surprising ways and to a surprisingly great extent on the environment in which the human is located.  Of greatest importance is the way in which this environmental dependence reduces the demands made on the cognitive system itself: given the guidance of a richly structured environment, the subject (a) can do with far less internally represented information, (b) can do without detailed internally stored theories of the world, and (c) can rely heavily on shortcuts that might express literally false beliefs but which, in the subject’s local environment, reliably lead to satisfactory outcomes.

     Considered in one light, HEMC seems trivially true.  Whether the subject sees a tree depends heavily on facts about the subject’s environment—for instance, on whether there are trees about.  Given that a subject can use the local environment to find out, for example, that there is a tree in the quad on the UW campus, she need not construct a catalogue of facts about the landscaping of the UW campus; instead, if she is standing in the right place, she need only open her eyes.  Advocates of HEMC have something deeper in mind, however.  Consider the challenge of writing a research paper.  Obviously one cannot write a paper if the proper environmental conditions do not obtain.  One must have access to at least some external items, such as books, papers, writing tools, computer, notepads, perhaps even interlocutors.  In addition, the HEMC-theorist claims, the average scholar could not produce a solid research paper without the help of notes, previous drafts, and texts laid open.  Details of the paper—the arguments, the chosen forms of expression—take respectable shape only in response to the externalized results of previous thought processes.  These prior, now externalized thoughts scaffold cognition, and to understand genuinely the process of writing a paper, one must understand the way this scaffolding works.  And as HEMC would have it, this sort of phenomenon permeates our cognitive lives.

     So much for the introduction of our target theses; let me now preview the conclusions I will reach about them.  I do not think HEC provides a promising theoretical framework for cognitive science.  In contrast, I think HEMC is true but not as radical as many of its proponents would have us believe.  In particular, I scrutinize one of the allegedly radical implications of HEMC—its new conception of mental representations—and find little that is new from a philosophical perspective.  HEMC offers useful strategies for the construction of more accurate models of human cognition, but the kind of representations appearing in these models should seem familiar.

I. Extended systems as the subjects of cognitive states

HEC can be understood either as a claim about the very subjects of cognitive states—that they include portions of the external environment—or, instead, as a claim about the realizers of cognitive states—that they extend into the environment, even if the subjects of those states are organismically bounded.  The present section takes up and argues against the former, more natural interpretation of HEC.  Given sound reasons to treat organismically bounded systems as the subjects of cognitive states, the realizer-oriented interpretation of HEC falls—in the second section—to a straightforward argument turning on the connection between realization and causal structure.


The explananda of cognitive science have historically consisted in a set of capacities central to the process of belief formation and revision, for example, the capacities for categorization, planning, perception, memory, language-use, and inference, as well as the abilities to make sense of others and of the natural world, together with applications of these abilities.  Advocates of HEC have argued that the organismically bounded conception of these capacities leads cognitive science astray from the get-go.  They argue that, although the general kinds of states and abilities under discussion—say the ability to solve arithmetic problems—may be of the right sort, the focus on human organisms presents the wrong picture; for these cognitive skills arise first and foremost in extended systems consisting of the human organism together with portions of the extra-organismic environment.

     Edwin Hutchins, for example, argues for a corrective rewriting of the history of cognitive science, one that eliminates this mistaken focus on the organism.  According to Hutchins, Alan Turing contributed brilliantly to the development of an abstract theory of cognitive processing, the computational theory; but as a theory of human cognition, Turing mistakenly described what was being modeled.  It was not the capacity of an organism (or its brain) but the behavior of an extended system: “What Turing modeled was the computational properties of a sociocultural system” (Hutchins, 1995, p. 362).  Here we find a HEC-theorist who embraces the first interpretation offered above.  Cognition is extended because the abilities to be explained by cognitive science are, in the first instance, abilities of extended systems.  If this understanding of the explananda of cognitive science is on target, HEC follows immediately; the very enterprise of cognitive science presupposes it.

     In contrast, though, it is natural to think of arithmetical skill as a capacity possessed by persons—persisting organismically bounded systems.  You can do it in a variety of contexts with a variety of tools, external and non; you could do it when you were ten years old, and you can do it now, many years later.  In contrast, actual extended problem-solving systems are short-lived: they involve the human organism’s short-term use of or interaction with some kind of external resource—pen and paper, for instance, or a hand-held calculator.  This contrast creates a tension.  How can a single explanandum be both the ability of a system that persists over time and the ability of a short-lived ad hoc system?

     Consider further examples often discussed in connection with HEC.  Take first the use of language (Dennett, 1991, 1996, Clark, 1997, 1998; Rowlands, 1999), and here it will be helpful to think again about the writing of a scholarly paper.  The subject might well interact intimately with the environment while writing a paper, yet the extended system in question does not persist for any substantial length of time.  The author couples with notes, then takes a break, goes for a walk, perhaps thinking about the notes as she ambles about campus.  A year later, the notes are, more likely than not, in a trash bin or filed away.  The fleeting nature of the extended system is even clearer in the case of perception.  In visual perception, the subject may use the environment itself as a model or as a location in which to store information, thus, according to HEC-theorists, creating an extended system (O’Regan, 1992).  Nevertheless, in virtually all such cases, the system created is fleeting.  The subject might use the bedroom as its own best model, but once the subject leaves the house, there is no reason to think the subject-bedroom system persists.

     Which is the better way to conceive of cognitive systems?  Cognitive psychology has made impressive progress on the assumption that persisting organismically bounded systems instantiate cognitive states and abilities, progress that cannot be preserved by HEC’s vision of fleeting cognitive systems.  There is a large and fascinating body of literature filled with experiments the explananda of which are taken to be various capacities possessed by persisting systems.  What is more, such work is not simply a laundry list of effects.  A good portion of it meets the highest standards of scientific success: it is fruitful, leads to theories with broad explanatory power, and in many cases, has had significant application.

     The importance of systems that persist and cohere is especially clear in developmental psychology: we want to know how that system—a single developing human—came to be the way it is and how a similar course of development happens, on average, for the relatively homogeneous multitude of such persisting human systems.  We would like to know why a system’s capacities change over time, its later capacities affected by earlier experiences, and how and to what extent these changing capacities eventually take stable form.  We want to be able to explain typical traits of the species, for example, why children categorize on the basis of appearance at age two but pay more attention to insides at age five.  How can such questions be sensibly posed—and in such a way that they might motivate fruitful research programs—if all that exists are fleeting, extended systems?
  On the HEC-based approach, why should developmental psychologists have any more reason to be interested in, for example, the series of temporal segments we normally associate with Sally from ages two-to-six than it offers to be interested in, say, Sally, aged two, together with a ball she was bouncing on some particular day, Johnny, aged five, together with the book he was reading on some particular afternoon, and Terry, aged seven, plus the stimulus item he has just been shown by an experimenter?

     Problems arise even in respect of short time-frames.  Many experiments include pre-experimental practice sessions: efforts to ensure that the subjects understand the task instructions or possess the capacities presupposed by the logic of the experiment to be run.  The stimuli used in practice sessions differ in significant respects from those to be used in the actual experiment itself; in cases where the pre-experimental run is meant to test for the existence of capacities presupposed by the experiment, the stimuli used may be quite different from those employed in the experiment.  As a result, a HEC-based individuation yields one cognitive system when Johnny is engaged in pre-experimental practice and a different system when he (as we would normally speak) participates in the actual experiment; in which case, there’s no reason to think that the pre-experimental trials serve their intended purpose.  Why should checking the comprehension of one cognitive system establish anything about the comprehension of a distinct system?

     These concerns apply also to the learning-related goals of educational psychology.  Here we wish to find out which methods work best to teach children facts and skills that will last and that the child can manifest in a variety of circumstances.  Neither teacher, tutor, computer, chalkboard, nor textbook can follow the child around for the years to follow the lesson.  Furthermore, the child must acquire skills that can be exercised in contexts beyond those in which she was originally instructed and tested.  This conception of educational psychology makes little sense unless we take the system – i.e., the persisting system at which our pedagogy is aimed and on which we hope to make a lasting impression – to be the persisting human organism.

     In addition, investigations of adult capacities, for memory and language use, for example, normally presuppose that the subjects of investigation are individual persisting systems.  Some such studies are explicitly longitudinal (Bahrick, 1979, 1984), and thus are much like developmental psychology in the relevant respects.  Beyond these cases, psychologists and linguists frequently study contextual effects.  It is striking that the same person behaves in one way in one context – say, when not primed – and behaves differently in another slightly different context – when, in contrast, she has been primed.  

     A focus on the persisting individual is also evident in research on perception, where binding with the environment seems most compelling.  We would like to know why, for example, the subject perceives certain features under some conditions – say against a particular backdrop – but does not perceive those same features under other conditions (see, for example, various results surveyed in Treisman, 1998).  The experimenter asks a single system to perform various visual tasks, and the outcome sheds light on the process by which that system sees.  Perhaps, as is sometimes emphasized, the subject does something as a way of getting information visually (Churchland, Ramachandran, & Sejnowski, 1993).  Still, such results reveal something about the ability of a single persisting system: they reveal how that system gets visual information.

     The preceding argument against extended individuation might seem to have ignored an important aspect of standard methodology: researchers frequently assign experimental subjects to different groups; in a typical experiment, these consist of a control group and an experimental group.  In such experiments, researchers do not appear to be investigating the capacities of individually persisting systems as they change over time or as they exercise their capacities in varying circumstances.

     This rejoinder misinterprets standard methodology, however.  Researchers assign subjects to different groups on the assumption that the set of members of each group represents a standard distribution of skills and capacities across a population of members of the same kind.  By subjecting the results to statistical analysis, we think we discover something about the way the standard persisting human system reacts under different conditions, control versus experimental conditions.

    Moved by these criticisms, the HEC-theorist might consider a fallback position.  On this view, extended systems are grouped into composites by a principle of shared organismic components.  Distinct cognitive systems are considered the same system for the purpose of psychological research if and only if they share an organismic component.  A single composite system, then, occupies a significant portion of space-time, equivalent to the life of a given human organism.  The successes of cognitive psychology could be captured by talking in terms of these composite systems.

     This fallback position faces four related objections.  First, it would seem to forfeit the distinctive vision of HEC.  What is it that possesses a cognitive capacity over time?  It is an enduring structure that includes the same organism throughout, having no particular continuity otherwise.  This view places the organism in a fundamentally privileged position, with other bits included only because of their causal interaction with the organism.  While one can insist on HEC at this point, the vision offered is much more in the spirit of HEMC: the organism is the seat of cognition and locus of control, which interacts in complex ways with the extra-organismic environment.

     Second, the fallback position appears subject to the “mere semantics” objection.  Some philosophers cannot figure out why the question of extended cognition is important; they worry that it is a matter of stipulation whether we call the extended systems ‘cognitive’ or not.  Research will go on essentially as it did before.  The fallback strategy described above would seem to reinforce that evaluation of the debate.  The HEC-theorist introduces a radical new way of talking about extended systems, but then must formulate a separate principle of the individuation of cognitive systems to preserve normal ways of doing business, thus offering only a terminological variant on the standard approach.

     My third and fourth worries are methodological, depending on principles of conservatism and simplicity.  With regard to simplicity, the fallback strategy appears to multiply entities unnecessarily.  The standard approach posits cognitively relevant causal interactions between human organisms and external items having independent status in our ontology.  The fallback position contains all of this, plus a host of fleeting extended cognitive systems.  Regarding conservatism, it would appear that the fallback position merely reduplicates the success of existing work, and thus suggests an unmotivated departure from the existing non-extended framework.  Of course, both of these methodological concerns would be moot were a HEC-based inquiry to generate important empirical results that the standard view cannot handle in a natural way; to date, however, the HEC-theorists parade results are merely sketchy and provocative or do not address paradigmatically cognitive traits.

     In summary, then, to the extent that we can make out a distinctively HEC-based alternative to existing views of cognitive systems, this alternative faces deep problems.  It introduces a profligate set of distinct cognitive systems the richness of which confounds standard methodology with no productive replacement in sight.  In order to preserve the power and results of standard methodology, it is open to the HEC-theorist to partition extended systems into useful subgroups, but this amounts to a co-opting of the success of standard methodology.  What is more, in terms of general philosophical vision, the result appears to be a mere terminological variant of an embedded or situated theory of cognition.  On measures of simplicity and conservatism, then, this strategy clearly loses out to the traditional approach—and, for that matter, to HEMC.

II. Extended cognition as extended realization

Consider now the second horn of our dilemma for the HEC-theorist.  This alternative asserts that the subpersonal processes underlying cognition—the processes realizing personal-level cognition—extend into the environment.  This suffices to extend cognition beyond the boundaries of the human organism even if organismically bounded systems are the subjects of cognitive states; for if the realizers of cognitive states or processes are partly in the environment, then there must be some sense in which cognition is itself in the environment.

     Interpreted liberally, this view meets with an immediate difficulty.  The causal processes relevant to personal-level states and skills extend through broad regions of space-time.  Take visual perception, for example.  Every act of visual perception in natural light involves the sun, and it does so in a nontrivial way.  The sun’s state at the time it emitted the relevant photons helps to explain why the resulting perceptual state has many of its cognitively relevant features.  Yet, anyone who claims that the proper system of study in vision science is an organism-star system provides a reductio of the extended approach to cognitive science, at least if the notion of a cognitive system is meant to admit of inference to the location or constitution of a mind; after all, no part of a human’s mind is ninety-one million miles from earth.

     The preceding comments will almost certainly not satisfy advocates of HEC.  The absurdity, or at least incredible mystery, of including the sun as a literal part of my mind might show that there must be some boundary between constitutive realizers and other causally relevant objects or processes; but the HEC-theorist will want to know what justifies the choice of the organismic boundary as the relevant line of demarcation.

     In what follows I address this challenge.  Part of a principled answer applies the primary argument of the preceding section: the success of cognitive psychology offers strong reason to treat organismically bounded persons, rather than extended systems, as the subjects of cognitive states.  This alone offers a principled basis for drawing the line of realization (as we might call it) at the boundary of the organism: psychology requires persisting systems; these persisting systems are organisms; so the boundary of the realizations of those systems’ cognitive states should be the boundary of the organism.  Perhaps a general metaphysical principle stands behind this line of thought: that the realizer of a state S should appear in a portion of the same spatio-temporal region as the subject of state S.  So long as some viable theory of realization respects this principle, that theory of realization is to be preferred, if for no other reason than to avoid the mystery of realizers’ being somewhere other than the location of the states they realize.

     There is a further consideration, however, that I want to lay out in more detail.  We do have in hand a serviceable and rigorously characterized notion of realization that offers precisely what working science should want from an account of realization, and this account carries certain implications regarding the relation between the causal dynamics of a realizer property and the causal dynamics of the property so realized.  In particular, it entails what I will refer to as the ‘causal-structure principle’: that the token realizer of a property P must enter into a network of causal relations a subset of which is isomorphic (in actual as well as certain in certain counterfactual relations) to the network of causal relations into which P itself enters.

     The approach to realization that I have in mind expresses the causal-structure principle formally in Ramsey-Lewis sentences.  The details are somewhat technical, and I will not work through them here.  Note, however, that the causal-structure principle plays an important constraining role in the so-called special sciences.  Consider the following methodological issue in cognitive psychology.  The black box of the mind takes inputs and issues outputs, but these alone are consistent with many incompatible models of internal cognitive states and processes.  The causal-structure requirement on realizers helps to ground our choice of psychological theories.  If cognitive models A and B are input-output equivalent, we can look, for example, to neuroimaging data for evidence favoring one model over the other.  We might discover a pattern of interaction among neural states that mirrors the pattern of causal interaction among the states included in A but that does not mirror the pattern of causal interaction among states included in B.  This discovery would count strongly in favor of A’s accuracy and against B’s, and it is the sort of evidence commonly sought in cognitive neuroscience (e.g., Anderson, Douglass, and Qin, 2005).

     Of course, in any particular case, one can try gerrymandering neural states so as to find some token realizer that satisfies one’s favored model.  Three further interrelated constraints work against such stratagems: first, there should be some significant degree of intrasubjective consistency in realizers; second, a realizer must be of a natural or independently explanatory kind from the standpoint of the lower-level discipline, e.g., neuroscience; and third, the causal relations between these lower-level kinds must be counterfactual supporting.

     This approach to realization is not meant to beg the question against the advocate of HEC.  Use of brain imaging to locate realizers is only one possibility.  It is also possible, for instance, that states exhibiting the causal pattern necessary to realize a given range of cognitive states extend into the environment, as the advocates of HEC would expect.  It’s possible, but by an argument that invokes the causal-structure principle, the HEC-based view of cognitive realizers can be shown implausible.

     Before moving to the argument, I should issue a disclaimer.  The causal-structure principle entails no strong position regarding the reduction of or the nature of functional properties, or much in the way of other modal implications (beyond, perhaps, that certain relations must hold in nearby nomologically possible worlds).  My argument depends only on this minimal claim: any token realization of a cognitive state must enter into a pattern of causal interactions that matches the pattern of causal interactions into which the realized state enters.  If, for example, token cognitive state S1 causes (or is caused by) token state S2, then the realizer of S1 causes (or is caused by) a realizer of S2.

     Now for the argument, which I call the ‘Argument from Causal Interaction’:
I begin with a pair of terminological conventions:

--Let ER refer to the entire realizer of a given cognitive state, including the portions supposed for the sake of argument to be external to the organism.

--Let EPR refer only to the extended portion of a realizer.

Premise 1.  In the cases central to the motivation of HEC, the cognitive states of organismic systems interact with objects or states in the external environment.  For example, when the subject sees a tree, reads a book, or swings a hammer, cognitive states or properties of the organismic subject causally interact with the tree, the book, or the hammer.

Premise 2. These external relata are taken by advocates of HEC to be EPR’s.

Premise 3.  At least in respect of the cases at issue, it is central to the causal profile of the organism’s cognitive state that it interact with the EPR or some externally instantiated property or state that EPR realizes.  To illustrate, when the subject sees an object or reads a book, there is a causal interaction between the subject and the properties of the object seen or the book read, those things that are thought to be part of the relevant EPR.

Premise 4.  The relevant ER’s do not, however, enter into this causal relation.  There is causal interaction between proper parts of ER (between EPR and the internal portion of ER), but ER as a whole, as an alleged realizer of the personal-level cognitive state, does not interact with the book, tree, or tool.

Intermediate conclusion: In the cases of particular interest to the HEC-theorist, the causal profile of ER does not enter into a relevant causal relation in the causal profile of the cognitive state it is supposed to realize.  The cognitive state interacts with an object, state, or property with which ER does not interact.

Premise 5. Property R realizes property P only if R’s causal profile contains P’s as a subset (the Causal-Structure Principle).

Conclusion.  Thus, in the cases in question, ER is not a realizer of P.

This argument makes plain a principled reason for drawing the line of realization at the boundary of the organism: whatever is the seat of personal-level cognition interacts with its environment as part of its cognitive processing, without, so to speak, causally interacting with itself.  We secure this result by drawing the line of realization at the boundary of the organism.  Realizers must play causal role structurally analogous to the causal role of whatever they realize (at least with respect to the important causal relations into which the realized property or state enters).  In the case of cognitive states, the state realized interacts with its environment in distinctive ways.  Thus, the realizer had better be in a position to share that causal profile.  The only plausible such position is within the boundary of the organism.

III. HEMC and Mental Representation

HEMC is often characterized as a radical departure from orthodox, computationalist cognitive science.  The extent of this departure is, however, oversold.  I cannot cover all points of disagreement today, so I shall focus on mental representations, one of the central theoretical constructs employed in the modeling of cognitive processes.  Advocates of HEMC claim that human mental representations differ in many ways from those appearing in computationalist models: our mental representations are partial, action-oriented, and context-dependent, whereas computational models include only context-neutral, objective, detailed representations of the world.  I shall contend that the HEMC-theorist’s representations are nothing new, qua representations, but I should first say a bit more about computationalism and the role representations play in computational models of cognition.

     Computational processes compute functions, pairings of the members of one set—the domain—with members from another set—the codomain.  As such, functions are abstract entities.  An algorithm, also an abstract entity, is a set of relations between states-types, where the elements of a subset of these state-types correspond to the arguments and values of a function.  Concrete systems compute functions by the implementation of algorithms, where such implementation requires the pairing of concrete states in the system with an algorithms state-types.  Now the algorithm should be seen as a recipe for the causal mapping of the function’s arguments to the corresponding.  For if the implementation of the algorithm is to explain cognitive processes in a concrete system, it should explain the causal production of cognitive behavior.  When we explain cognition computationally, we posit basic causal operations of a concrete system applications of which implement the relations that partly constitute the algorithms doing explanatory work.  Whether a proposed computational model is plausible depends initially on whether the output states of the algorithm involved match those expected from a system instantiating the cognitive capacity to be modeled, given certain inputs.  In addition, though, our computational description should involve states—including symbolic components—and basic operations that could plausibly appear in human beings.

     Now, I am particularly interested in mental representations as they appear in computational models.  In a bare formal sense, computation abounds in the absence of cognition or representation.  Many physical processes contain reliable state transitions that implement some computation or other.  Cognitive scientists, however, take interest in complex systems that appear to have representational capacities—systems the behavior of which is so complex and flexible that it cannot be explained in terms of mere behaviorist associations.  Furthermore, if there is to be a computationalist explanation of human belief-fixation and -revision, one would expect a matching of the semantic values of the mental states in question and the semantic values of the cognitive states the processing of which explains the appearance of those mental states.  Thus, although the notion of a representation plays little role in the formal theory of computation, talk of representation has played a central role in the history of computationalist cognitive science, so much so that Jerry Fodor has been known to exclaim “No computation without representation!” and Noam Chomsky titled one of his best know works in linguistics, Rules and Representations.  If HEMC employs a fundamentally different kind of mental representation from those used in orthodox, computational models, HEMC’s adoption would constitute a radical break from the computational approach.

     Consider an example frequently used to illustrate HEMC’s distinctive departure from the computational approach to representation.  For twenty-some years, computational accounts of vision presupposed that the visual system produces a rich and detailed model of some substantial portion of the subject’s immediate environment.  A detailed, internal model was the assumed output of visual computations, and thus computational vision scientists focused their efforts on the identification of computational processes that would explain how the differential stimulation of a subject’s retinal cells could yield a detailed internal model of the object or scene perceived.  Typically, such a model includes categorical information about those objects as well as information about their various features, for example, their shapes and colors.

     About fifteen years ago, experimental results began to challenge this picture.  It appeared that the human’s range of visual focus, peripheral acuity, and awareness of detail were far poorer than one would expect of subjects who have constructed rich and detailed models of their immediate environments.  Alternative theories came to the fore—situated, animate, and enactive theories of vision—according to which humans see by the ad hoc sampling of small bits of the external environment, sampling oriented toward the subject’s interests and the task at hand.  Vision scientists were forced to change their theoretical strategy, simplifying the internal processing assumed to be at work and deferring more broadly to the immediate environment itself as the store of information the visual system might gain access to if needed.  

     These suggestions constitute genuine innovations in the theory of vision, but we should doubt that they underwrite a new form or style of representation.  Consider first the partial character of internal representations, as illustrated by the case of visual processing.  Note first that not even the most expansive computational model contains a fully detailed model of everything.  So, the contrast at issue cannot be the contrast between a complete model of the universe hypothesized by the computationalist and something short of that offered by the HEMC-theorist.  Both approaches are in the same boat when we draw the distinction in this way.

     At the very least, then, we must relativize the completeness of representations to particular domains.  If we characterize domains broadly and intuitively, however, this way of drawing the distinction still does not yield the radical result.  For even within the domain of a particular cognitive task—seeing, for example—computational models frequently contain incomplete information.  David Marr and associates developed the most influential and widely known computational model of vision, and they do not attribute to the seeing subject a representation of everything in the immediate environment.  Some things are too small; some things are behind the viewer; some things are in front of the viewer but occluded.  When one looks at a limited portion of the environment, of course one doesn’t see everything!  

     This point holds of computational models in other domains, e.g., reading and memory.  Computational theorists would like to explain why some subjects construct a more detailed internal representation of a read story than other subjects do.  Thus, computational accounts of this phenomenon presuppose that a computationalist story is consistent with both more and less detailed internal representations of the relevant information in the task domain.  Similarly for the varying degrees to which subjects can commit material to memory; some subjects commit more to memory—i.e., create a more detailed model of the information presented—and some commit less, and computationalists attempt to explain this using standard computational tools.

     We might begin to wonder whether the entire discussion of partial representations is beside the point.  After all, why should the nature of a given representation depend on the amount of representing going on?  It would seem that how much of the world is represented at a particular point in cognitive processing is, other things being equal, a fact about how many of representations there are, and that is not a deep fact about the nature of the individual representations involved.

     If one is inclined, as many computationalists are, toward an atomistic account of mental representations, the irrelevance of the accompanying quantity of representations is especially clear.  On the atomistic view, a computational system has a stock of basic symbols the representational values of which are independent of the values of other mental representations.  Combinatorial rules allow the construction of compound formulae from this stock of atoms, and in the most straightforward of such systems, an atomic symbol contributes the same representational value to the value of any compound in which that atom appears, no matter how long the compound string. 

      If this way of making my point relies too heavily on tendentious philosophical views, consider instead an experimental result that has inspired some HEMC-theorists to claim that visual representations are only partial.  When reading, the typical subject attends to only about twenty characters, a fact revealed by the following kind of experiment.  By using a device that tracks eye movements, experimenters can change the text on a page while the subject is reading it.  If experimenters turn the text entirely into junk symbols, save for a three character window that moves along with the subject’s eyes, the subject notices that something is wrong.  If, however, experimenters extend this moving window beyond about twenty characters, with a minimum of about twelve ahead and eight behind, subjects fail to notice that the entire remainder of the page is made up of at-symbols, dollar-signs, and other nonsense.

     Now we ask ourselves, “In the case of the twenty-letter window, are these twenty letters represented in a different way than they would be if the subject were to represent the entire page?”  In either case, with respect to the twenty letters in question, the cognitive system would token twenty symbols each of which refers to a letter in the alphabet.  These experimental results may well show that our modeling task will be easier than previously thought, for we need include only twenty representations at a time stored in visual attention or memory, rather than having to include the entire page’s worth of characters.  But relative to any single letter found within the twenty characters attended to, the HEMC-theorist has given us no reason to think it is represented differently from the way it would have been represented were it accompanied by five-hundred other representations of letters.

     Let us try, then, to locate HEMC’s new form of representation somewhere else, in some form of context-dependence.  We can quickly set aside one kind of context-dependence: the sort one finds in the binding of variables.  Computational models comprise quite a lot of variable-binding, and thus, the dependence of a variable’s representational value on context is nothing new.

     More to the point, consider the action-oriented nature of representations; for this provides one sense in which representations are context-dependent and also accounts for the partial nature of the representations deployed.  The cognitive system employs representations specifically geared to the actions that might be relevant given the subject’s particular needs and interests; the system thus constructs a partial representation, a representation of only what is relevant to the subject’s context-specific purposes.

     The natural interpretation of these claims, however, does not move us beyond the realm of mundanely classical representations.  Consider that much of the talk about action-oriented representations stems from J. J. Gibson’s perceptual psychology.  Gibson claimed that in perceiving the world, we gain direct access to affordances, i.e., to what the objects in the environment afford, or allow, to us by way of our actions.  The subject immediately perceives the chair as, pardon the grammatical violence, sit-upon-able and a rock as smash-with-able.  Spelling out the psychological processes at work here has been a challenge to Gibsonian perceptual psychologists.  Although not terribly Gibsonian, the most plausible tack hypothesizes the use of complex representations.  Representing the sit-upon-able-ness of the chair involves a complex representation assembled from component representations of the properties being a chair, sitting, and perhaps, human.  This does not appear to introduce any new sort of representation.  Each of the properties involved is one that a computationalist would want her primitive or complex representations to take as content.  Shouldn’t the computationalist want to claim that a person looking for a place to sit instantiates symbol strings with such contents as that’s a chair, chairs can be sat upon by humans, and I’m a human?

     HEMC-theorists have further concerns, however.  Action-oriented representations express something specially relevant to the behavior of the agent, something that the computationalist representations do not capture.  The fact that chairs can be sat upon by humans expresses nothing about the system’s actions.  Put this way, the criticism aims at a straw position.  The famous robot Shakey – supposedly a paradigm of all that is wrong with computationally-oriented A.I. – used to roll around the lab at the Stanford Research Institute.  Shakey contained representations pertaining directly to its actions: these representations were connected to effectors that caused right-rolling and left-rolling.  In general, computational modeling has included outputs pertaining to the cognitive task being modeled, and typically the cognitive task eventuates in the system’s doing something.  If the computational model describes linguistic production, then it contains commands telling the voice modulator to produce certain sounds from a range of canned phonemes – wave files, for example.  To the extent that these are explicit representations, as they often are, they specifically represent the agent’s actions and would thus appear action-oriented in the sense being considered.

     As an aside, note that such commands are generated in response to the demands of the situation – i.e., to what the model produces as a response given the problem at hand.  Therefore, it does no good for the advocate of HEMC to claim that action-oriented representations differ from computationalist ones because the needs of the subject or the details of the context determine which representations are tokened or how they are used.  Which representations are tokened at which times in computational processing clearly depends on factors of the context: the input, the system’s state at the time of the input, and which algorithms the system implements – the last of these being determined to a great extent by the system’s history, either developmental or evolutionary.

     The HEMC-theorist sometimes characterizes computationalist representations as too objective, too detached from the subject.  Actual mental representations are egocentric, it is claimed: the properties represented are relational properties, one relatum of which is the subject or cognitive system itself.  In contrast, computationalist models include only what are called ‘allocentric’ representations, subject-neutral descriptions of the world.  On this interpretation of the computationalist view, the symbol string expressing “There’s a chair” in fact represents things quite differently.  It binds the symbol for chair-hood to some region in space-time itself specified within a perfectly general coordinate system.

     This criticism of computationalist representations also takes a straw target, which we can appreciate by returning our attention to Marr’s computational theory of vision.  Marr’s model does place objects in categories that we normally describe using subject-neutral nouns, such as ‘chair’.  Nevertheless, according to Marr, one integral part of visual processing is the construction of an explicitly viewer-centered representation: the two-and-one-half dimensional sketch.  This is, in Marr’s words “a viewer-centered representation” carrying information about such relational properties as “the distance from the viewer of a point on a surface” (Marr, 1982, p. 277).  At this stage in computational processing, the environment is represented perspectivally, and Marr makes no move to disavow his explicit talk of representations and computations.  It is not essential, then—not even central—to computationalist representations that they not represent subject-relative properties.

IV. Representing the possibilities
On the HEMC-based view, mental representations encode possibilities for action.  On this view, the representations playing a fundamental, perhaps even an exhaustive, role in cognition take possible actions as values.  We represent what we can do with what we perceive, whereas computationalist mental representations first and foremost represent properties and kinds independently of what we can do with them.

     Here the conservative computationalist will remind us of various points made above.  When the subject sees a chair, the cognitive system constructs a number of complex mental representations with such contents as chairs can be sat upon, chairs can be climbed upon, chairs can be jammed under a doorknob to prevent intrusion.  Admittedly, computationalists have had trouble building architectures that access the appropriate action-related beliefs in a timely fashion—thus the celebrated frame problem—but mainstream computationalism in no way proscribes symbolic representations of what can be done with items in the environment.

     If there a radically noncomputationalist view in this vicinity, it would seem to be the view that such properties as sit-upon-able-ness are represented by atomic, not compound, representational units.  According to this view, the subject does not separately represent herself, the chair, action-types, and relations between these, and then act upon beliefs about those properties.  Instead, the sit-upon-able-ness of the chair acts as an immediate and simple stimulus to the cognitive system, causing it to behave in certain ways absent anything more robust than the lighting up of something like a sit-upon-able-ness detector.

     I will argue, however, that if HEMC is to provide a plausible account of human cognition, HEMC-based models must include representations of a decidedly context-independent sort: repeatable, amodal representations the referential value of which remains constant across tokenings.  It might be that we represent possibilities of action during cognitive processing, visual or otherwise; but any model of cognition must account for the way those possibilities are paired with objects, are combined with each other, and participate in chains of practical reasoning. 

Argument from the representation of possibilities for action:

P1. Action-oriented representations encode possibilities for action; such representations are specially geared toward what the subject can do with the thing represented.

P2. Given the variety of immediate interests often present in a given situation, many such possibilities must be represented, at least on many occasions.

P3. Furthermore, although many of the things that can be done with an observed object are not relevant to the subject’s immediate interests, they are relevant to the subject’s other projects and ongoing interests.  The perceived sit-upon-able-ness of the chair might be connected to the subject’s plan for that twelfth guest at next week’s dinner party, who, now that the subject comes to think of it, will need something sit-upon-able.

P4. For any given action-oriented property of an object perceived (or, more generally, thought about), the subject’s reaction to that property depends partly on what other action-oriented properties the subject perceives or considers the object in question to exhibit.  Imagine that a subject sees a fruit-laden coconut tree and one rock on the ground in the tree’s vicinity.  She perceives the food-knock-loose-able-ness of the rock; however, imagine that she also perceives a cliff next to the tree, and thus perceives the range of action-related possibilities instantiated by the cliff.  Among these is the rock-losable-ness of the cliff.  If the subject throws the rock at the coconut in the tree to knock it loose, then, given that the tree is close to the cliff, the subject realizes that by throwing the rock she might lose it, and she won’t be able to use it—that very same thing—to smash open the coconut.  So, even though she perceives the food-knock-loosable-ness of the rock, she chooses not to throw it, and her decision follows from her combination, in practical reasoning, of various perceived possibilities of action related to the same object.

P5. Either the facts described in P2, P3, and P4 are accounted for by the human’s use of a compositional strategy or they are not; i.e., either the subject employs a representation of the object to which many predicates are applied in distinct complex representations, e.g., in chains of practical reasoning, or the subject does not use this method. 

P6. If the former, then the subject employs representations that are to a great extent context-independent; there is a single representation of a thing that is a rock that appears as part of the representation of that thing’s being smash-with-able, door-stoppable, food-knock-loosable, etc.

P7.  If the latter, then the subject employs an uneconomical, perhaps even intractable system of representations.  This should be especially troubling to the HEMC-theorist who emphasizes the need to simplify our cognitive models.  It is not clear how the proposed system would account for decision-making and reasoning about sequences of actions; the obvious strategy would be the representation of an identity whenever the subject thinks, e.g., about two different things that can be done with the same object.  This, however, leads to an explosion of distinct representations in the form of explicitly represented identities and the various atoms that must appear in these, just the sort of thing the HEMC-theorist claims to oppose.

The consideration of actions and of objects’ action-oriented properties plays a central role in our cognitive lives.  HEMC-theorists are right to emphasize this.  Two points, though, neutralize the supposedly radical implications of this view.  First, computationalists have not, in general, denied the need to represent actions or action-oriented properties; nor have they employed a form of representation inconsistent with these observations concerning the importance of action.  Furthermore, any plausible model of cognition, HEMC-based or otherwise, must account for mundane facts of practical reasoning, reidentification, and the attribution of multiple properties to the same object.  To my knowledge, HEMC-theorists have not done so, at least not without employing repeatable representational units of the sort one finds in typical computational models.

V. Concluding remarks

Let me close with a bit of diagnosis.  Perhaps the HEMC-theorist has mistaken a complaint about architecture for a complaint about representation.  Historically, computational theorists have chosen certain organizational strategies, certain algorithms, and certain sets of primitive representations over others.  The HEMC-theorist is right to challenge these strategies when they do not pay off.  Note that many thoroughly computationalist evolutionary psychologists take the mind to be massively modular: a collection of functionally discrete, special-purpose mechanisms not bound together and controlled by a central processor.  This marks an architectural innovation on the part of computational evolutionary psychology.  For her part, the HEMC-theorist recommends that we try out architectures with more heuristics, more defeasible reasoning, more satisficing, and less optimizing.  Nevertheless, in terms of the philosophical theory of representation and of the basic kinds of process involved in cognition, the HEMC-based strategy departs little from the standard computational framework of representations and implemented algorithms.  In which case, this allegedly radical renewal of the philosophical foundations of cognitive science constitutes instead an incremental step toward the development of satisfactory computational models of human cognition.
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� Clark and Chalmers’s (1998) discussion of portability and related criteria for extended states seems partly motivated by a concern for persisting systemic integrity.  There is a gap, however, between the various hypothetical systems discussed by Clark and Chalmers—systems that may well qualify as cognitive systems with persisting abilities—and human systems subject to cognitive scientific inquiry; I am concerned with the latter systems.


� Consider a further worry about perception and HEC.  In perception and in action based on perception, humans often think about or perceive the same things with which they interact; if the cognitive system is individuated liberally, these things are part of the subjects’ minds, because the subjects’ perception depends heavily on them.  But this view should give us pause: humans do not, on the basis of perception, interact with the objects perceived; rather, certain parts of the human mind interact with other parts of the human mind!





